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ABSTRACT 
Machine recognition of human face is an active and fast growing area of research due to a wide variety of commercial and law-enforcement applications including access control, security monitoring, and video surveillance. The major advantage of this biometric approach is its ability for authentic identification of a person’s identity. While the established and widely used authentication criteria such as passwords, PINs (Personal Identification Numbers) or magnetic cards suffer from the risk of getting stolen, copied, lost and are thus exposed to fraudulent use biometric approaches are expected to be immune from this drawback. Among the various biometric approaches, face recognition offers the additional advantage in that this approach allows a passive and non-intrusive identification in a user-friendly way without having to interrupt user activity. We provide, in this report, a brief overview of the techniques being explored for developing a face recognition system and indicate the present state-of-the-art of the field. 

1. INTRODUCTION 
There exists considerable current interest to develop an automated system for rapid and authentic identification of a person’s identity. Machine recognition of human face offers a non-intrusive and perhaps the most natural way of person identification [1]. In contrast to the much established authentication criteria such as passwords, PINs (Personal Identification Numbers) or magnetic cards, this biometric approach provides a convenient and more secured means of person identification being unique to an individual. Although several other biometric authentication methods based on other physiological characteristics (such as fingerprint, retina and iris patterns, hand geometry, and voice) are also being investigated, such biometric identification systems mostly rely on the cooperation of the participants. Authentication using face recognition offers the advantage of being intuitive and often effective without the participants’ cooperation or knowledge. Moreover, it is also convenient to use in the sense that it does not need to be carried individually by the user. 

Application areas of face recognition are broad. These include identification for law enforcement, matching of photographs on passports or driver’s licenses, access control to secure computer networks and other sensitive facilities, authentication for secure banking and financial transactions, automatic screening at airports for known terrorists, and video surveillance usage. Such applications range from static matching of controlled format photographs to real-time matching of video image sequences. In the computer security area, a face recognition system can be used to continually re-verify the identity of the system’s user, and to confirm authorization level prior to performing each action. 

The technique of face recognition addresses the problem of identifying or verifying one or more persons of interest in a scene by comparing input faces with the face images stored in a database. While humans quickly and easily recognize faces under variable situations or even after several years of separation, the human brain has its shortcomings in the total number of persons it can accurately “remember”. The benefit of a computer system would be its capacity to handle large data sets of face images. While the task is relatively easier in a controlled environment where frontal and profile photographs of human faces are present (with a uniform background and identical poses among the participants), it is a highly challenging task in an uncontrolled or less-controlled environment where a scene may or may not even contain a set of faces. The situation can be even worse because of the possibility of a face image getting cluttered due to the influence of a lot of circumstantial variables. Moreover, human faces look similar in structure with minor differences from person to person. Classical pattern recognition problems such as character recognition have a limited number of classes, typically less than 50, with a large number of training samples available for each category. In face recognition, on the other hand, relatively small number of face images is available for training while there exist a large number of possible face classes. A successful machine recognition system therefore requires a robust and efficient algorithm that can best detect a human face from the still or video image of a scene and accurately recognize it (i.e. correlate it to the right individual) using a stored database of face images. Development of such algorithms comprises of three major aspects: face detection, feature extraction, and recognition. The goal of face detection is to segment out face-like objects from cluttered scenes. Feature extraction finds relevant information with good discriminating capability from the detected face region. Face images are usually represented in terms of feature vectors in lower dimensional feature space for recognition. Recognition tasks cover both face identification and face verification. Face identification refers to the process that given unknown face input, the system reports its identity by looking up a database of known individuals. In verification tasks, the system confirms or rejects the claimed identity of the input face. Additional information such as race, age, gender, and facial expression can be used to enhance recognition accuracy. 

We present in this report a brief overview of recent trends and major research efforts in face recognition techniques. The report is organized as follows: Section 2 covers general approaches to face detection and feature extraction. In Section 3, major face recognition algorithms developed to date have been reviewed. Section 4 narrates the problem of face detection systems using visible imagery and describes face detection and recognition techniques using IR imaging sensors. Section 5 briefly addresses fusion of different imaging modalities for enhancing recognition performance. 

2. FACE DETECTION AND FEATURE EXTRACTION 
2.1 Face Detection 
Detecting and tracking of face-like objects in cluttered scenes is an important preprocessing stage of an overall automatic face recognition system [2-3]. Face region needs to be segmented out from a still image or a video before recognition since most face recognition algorithms assume that the face location is known. The performance of a face recognition algorithm depends on how one controls the area where faces are captured. For applications like mug shot matching, segmentation is relatively easy due to a rather uniform background. For a video sequence acquired from a surveillance camera, segmentation of a person in motion can be accomplished using motion as a cue. Color information also provides a useful key for face detection while color-based approaches may have difficulties in detecting faces in complex backgrounds and under different lighting conditions. 

Face detection can be viewed as a special case of face recognition, a two-class (face versus non-face) classification problem. Some face recognition techniques may be directly applicable to detect faces, but they are computationally very demanding and cannot handle large variations in face images. Conventional approaches for face detection include knowledge-based methods, feature invariant approaches, template matching, and appearance-based methods. Knowledge-based methods encode human knowledge to capture the relationships between facial features. Feature invariant approaches find structural features that exist even when the pose, viewpoint, or lighting conditions vary. Both knowledge-based and feature invariant methods are used mainly for face localization. In template matching methods, several standard patterns of a face are stored to describe the face as a whole or the facial features separately. The correlations between an input image and the stored patterns are computed for detection. The templates are also allowed to translate, scale, and rotate. Appearance-based methods learn the models (or templates) from a set of training images to capture the representative variability of facial appearances. This category of methods includes various machine learning algorithms (e.g. neural networks, support vector machines etc.) that detect upright and frontal views of faces in gray-scale images. 

The analytic approaches, which concentrate on studying the spatial domain feature extraction, seem to have more practical value than the holistic methods. In these approaches specific facial features are extracted manually or automatically by an image processing system and stored in a database. A search method is then used to retrieve candidates from the database.

2.2 Feature Extraction for Face Recognition 

Face recognition involves feature matching through a database using similarity or distance measures. The procedure compares an input image against a database and reports a match. Existing face recognition approaches can be classified into two broad categories: analytic and holistic methods [4]. The analytic or feature-based approaches, which concentrate on studying the spatial domain feature extraction, compute a set of geometrical features from the face such as the eyes, the nose, and the mouth. The use of this approach has been popular in the earlier literature [5]. 

The holistic or appearance-based methods consider the global properties of the human face pattern. The face is recognized as a whole without using only certain fiducial points obtained from different regions of the face. Holistic methods generally operate directly on pixel intensity array representation of faces without the detection of facial features. Since detection of geometric facial features is not required, this class of methods is usually more practical and easier to implement as compared to geometric feature-based methods. 

A combination of analytic and holistic methods has also been attempted. For example, Lam et al [6] combined 16-point features with regions of the eye, the nose, and the mouth and demonstrated success in the identification of the faces at different perspective variations using the database containing 40 frontal-view faces. The method was composed of two steps. The first step employed an analytic method to locate 15 feature points on a face: face boundary (6), eye corners (4), mouth corners (2), eyebrows (2), and the nose (1). The rotation of the face was estimated using geometrical measurements and a head model. The positions of the feature points were adjusted so that their corresponding positions in the frontal view get approximated. These feature points were then compared with those of the faces in a database. Only the similar faces in the database were considered in the next step. In the second step, feature windows for the eyes, nose, and mouth were compared with the database by correlation. The two parts were combined to form a complete face recognition system. This approach achieved a high recognition rate under different perspective variations. 

3. FACE RECOGNITION ALGORITHMS 
A number of earlier face recognition algorithms are based on feature-based methods that detect a set of geometrical features on the face such as eyes, eyebrows, nose, and mouth. Properties and relations such as areas, distances, and angles between the feature points are used as descriptors for face recognition. Typically, 35-45 feature points per face are generated. The performance of face recognition based on geometrical features depends on the accuracy of the feature location algorithm. However, there are no universal answers to the problem of how many points give the best performance, what the important features are, and how to extract them automatically. Face recognition based on geometrical feature matching is possible for face images at low resolution as 8×6 pixels when the single facial features are hardly revealed. This implies that the overall geometrical configuration of the face features is sufficient for recognition. 

Appearance-based face recognition algorithms proceed by projecting an image into the subspace and finding the closest point. Two well known linear transformation methods that have been most widely used for dimensionality reduction and feature extraction are the Principal Component Analysis (PCA) and Linear Discriminant Analysis (LDA) [7]. While the objective of PCA is to find a transformation that can represent high dimensional data in fewer dimensions such that maximum information about the data is present in the transformed space, the goal of LDA is to perform dimension reduction while preserving as much of the class discriminatory information as possible. Several leading commercial face recognition products use face representation methods based on the PCA or Karhunen-Loeve (KL) expansion techniques, such as eigenface and local feature analysis (LFA). Multispace KL is introduced as a new approach to unsupervised dimensionality reduction for pattern representation and face recognition, which outperform KL when the data distribution is far from a multidimensional Gaussian. In traditional LDA, separability criteria are not directly related to the classification accuracy in the output space. Object classes that are closer together in the output space are often weighted in the input space to reduce potential misclassification. The LDA could be operated either on the raw face image to extract the Fisherface or on the eigenface to obtain the discriminant eigenfeatures [7]. Feature representation methods that combine the strengths of different realizations of LDA methods have also been recently proposed [8]. Kernel PCA [9] and generalized discriminant analysis (GDA) using a kernel approach [10] have been successful in pattern regression and classification tasks. Motivated by the fact that much of the important information may be contained in the high-order relationships, face recognition based on the independent component analysis (ICA) is proposed recently [11] as a generalization that is sensitive to higher-order statistics, not second-order relationships. ICA provides a set of basis vectors that possess maximum statistical independence whereas PCA uses eigenvectors to determine basis vectors that capture maximum image variance. Face recognition techniques based on elastic graph matching [12], neural networks [13] and support vector machines (SVMs) [14] showed successful results. Line edge map approach [15] extracts lines from a face edge map as features, based on a combination of template matching and geometrical feature matching. The nearest feature line classifier [16] attempts to extend the capacity covering variations of pose, illumination, and expression for a face class by finding the candidate person owning the minimum distance between the feature point of query face and the feature lines connecting any two prototype feature points. A modified Hausdorff distance measure was also  used to compare face images for recognition [16]. 

In the following, we shall briefly discuss the basic ideas of a face recognition algorithm taking eigenface recognition [7], the most widely reported approach, as an example. 

Given a set of face images labeled with the person’s identity (the learning set) and an unlabeled set of face images from the same group of people (the test set), the basic task of a face recognition algorithm is to identify each person in the test images. Perhaps, the simplest recognition scheme is to use a nearest neighbor classifier in the image space. Under this scheme, an image in the test set is recognized (classified) by assigning to it the label of the closest point in the learning set, where distances are measured in the image space. If all of the images are normalized to have zero mean and unit variance, then this procedure is equivalent to choosing the image in the learning set that best correlates with the test image. Because of the normalization process, the result is independent of light source intensity and the effects of a video camera’s automatic gain control. This procedure, which subsequently is referred to as correlation, has the major disadvantage in that it is computationally expensive and requires large amounts of storage. This is because we must correlate the image of the test face with each image in the learning set and the learning set must contain numerous images of each person. So, in order for this method to work efficiently, it is natural to pursue dimensionality reduction schemes. A technique most commonly used for dimensionality reduction in computer vision is principal components analysis (PCA) and the corresponding algorithm in the context of face recognition is called eigenface method. In fact, the eigenface method generates features that capture the holistic nature of the faces through PCA. The basic idea of PCA is to find an optimal linear transformation that maps the original n-dimensional data space into an m-dimensional feature space (m < n) to achieve dimensionality reduction. The PCA algorithm chooses a dimensionality reducing linear projection that maximizes the scatter of all projected samples. 

Formally, let us consider a set of N sample images {x1,, x2,..,xN} taking values in an n-dimensional image space, and assume that each image belongs to one of c classes {X1,, X2,…,XC}. Let us also consider a linear transformation mapping the original n-dimensional image space into an m-dimensional feature space, where m < n. The new feature vectors yk ( (m are defined by the following linear transformation:
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where ( ((n(m is a matrix with orthonormal columns. If the total scatter matrix S is defined as 
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where N is the number of sample images, and (((n  is the mean image of all samples, then after applying the linear transformation (T , the scatter of the transformed feature vectors {y1, y2,…,yN} is (TS(. In PCA, the projection (opt is chosen to maximize the determinant of the total scatter matrix of the projected samples, i.e.,
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where ( =[(1((2(….((m] is the set of n-dimensional eigenvectors of S corresponding to the m largest eigenvalues. Since these eigenvectors have the same dimension as the original images and show face-like images, they are referred to as eigenfaces. Basically, the algorithm starts with a preprocessed face image I(x, y) which is a two dimensional N(N array of intensity values (usually 8-bit gray scale). This may be considered a vector of dimension N2 so that an image of size 256(256 becomes a vector of dimension 65,536, or equivalently a point in the 65,536 dimensional space. An ensemble of images then maps to a collection of points in this huge space. The central idea is to find a small set of faces (the eigenfaces) that can approximately represent any point in the face space as a linear combination. Each of the eigenfaces is of dimension N(N, and can be interpreted as a basis image. We expect that some linear combination of a small number of eigenfaces will yield a good approximation to any face in a database and (of course) also to a candidate for matching. 

In practice, for a given input matrix X, finding the eigenvectors of the scatter matrix XXT, of size n×n is an intractable task for typical image sizes. For images of size 128×128, for example, the dimension is n = 1282 and the size of the scatter matrix XXT becomes 1282×1282 ( 2.7×108. Hence, a simplified method of calculation is adopted. Since the number of training images is usually much smaller than the number of pixels in an image (N << n), the eigenvectors ( and associated eigenvalues ( of XXT can be found from the eigenvectors (/ and associated eigenvalues (/ of XTX, which are mathematically better tractable and easier to obtain. The eigenvectors are (=X(/ and the eigenvalues remain the same ((=(/).Figure 1(a) shows a training set used to compute the eigenfaces in Figure 1(b). A set of eigenfaces has been computed for 25 normalized face images of 100×100 size.
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Given a face image x for testing, the eigenface approach expands the face in terms of m eigenfaces. The linear transformation (/ produces an m-dimensional feature vector a=(a1, a2,…am)t.:  

The transformation coefficients or weights a1, a2,,…,am  characterize the expansion of the given image in terms of eigenfaces. Each of the transform coefficients ai=(iT (x-((), i=1,…m describes the contribution of each eigenface to that face. The transform coefficients serve as features for face recognition. To recognize an unknown test face, the feature vector is then compared to the feature vector of each face image in the database through a distance matching, for example a Cartesian measure. This leads not only to computational efficiency, but also makes the recognition more general and robust. The face image can be approximately represented in terms of a linear combination of the m eigenfaces, or ‘component’ faces. 
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The above equation has the minimum mean square error among all possible approximations of x that use m orthonormal basis vectors. By using increasing number of eigenvectors, one will get an improved approximation to the given image. 

Kirby and Sirovich [17] introduced an algebraic manipulation that made it easy to directly calculate the eigenfaces. They used an ensemble of 115 images of Caucasian males, digitized and preprocessed in a controlled manner, and found that about 40 eigenfaces are sufficient enough for a very good description of their set of face images. The root-mean-square pixel-by-pixel error in representing cropped images (background clutter and hair removed) were about 2%. Turk and Pentland [18] refined their method by adding preprocessing and expanding the database statistics. They used the eigenface method for detecting and recognizing faces in cluttered scenes. They reported 96%, 85%, and 64% correct classifications averaged over lighting, orientation, and size variations, respectively for a database containing 2,500 images of 16 individuals. They, too, found that a relatively small number of eigenfaces drawn from a diverse population of frontal images is sufficient to describe an arbitrary face to good precision.  Zhao and Yang [19] proposed a new method to compute the scatter matrix using three images each taken in different lighting conditions to account for arbitrary illumination effects. 
 The robustness of eigenfaces to facial distortions, pose and lighting conditions is fair. Although Sirovich and Kirby were pleased to discover that their system found matches between images with different poses, the quality of match clearly degrades sharply with pose, and probably also with expression as Phillips discovered.  

4. PROBLEMS OF FACE RECOGNITION – USE OF IR IMAGES
Despite the success of automatic face recognition techniques in many practical applications, the task of face recognition based only on the visible spectrum is still a challenging problem under uncontrolled environments [20]. There are two major challenges: variations in illumination and pose. Such problems are quite unavoidable in applications such as outdoor access control and surveillance. Performance of visual face recognition is sensitive to variations in illumination conditions and usually degrades significantly when the lighting is dim or when it is not uniformly illuminating the face. Illumination variation can cause changes in 2D appearance of an inherent 3D face object, and therefore can seriously affect recognition performance. The changes caused by illumination are often larger than the differences between individuals. Various algorithms (e.g. histogram equalization, dropping leading eigenfaces etc.) for compensating such variations have been studied with partial success. These techniques attempt to reduce the within-class variability introduced by changes in illumination. Facial signatures vary significantly across races as well. A visual face recognition system optimized for identification of light-skinned people could be prone to higher false alarms among dark-skinned people. Face recognition performance drops when pose variations are present in input images. When illumination variation is also present the task becomes even more difficult. The same face appears different under different poses and illumination. Further, visual face recognition techniques have difficulty in identifying individuals wearing disguises or makeup. Simple disguises such as fake nose or beard substantially change a person’s visual appearance. Obviously, visual identification of identical twins or faces whose appearance is altered through plastic surgery is almost impossible. Thermal IR imagery [21] has been suggested as a viable alternative to visible particularly for detecting disguised faces (required for high-end security applications) or when there is no control over illumination. 

Thermal IR images or thermograms represent the heat patterns emitted from an object. Objects emit different amounts of IR energy according to their temperature and characteristics. The thermal patterns of faces are derived primarily from the pattern of superficial blood vessels under the skin. The vessels transport warm blood throughout the body, and heat the skin above. The vein and tissue structure of the face is unique for each person, and therefore the IR images are also unique. It is known that even identical twins have different thermal patterns. Face recognition based on thermal IR spectrum utilizes the anatomical information of human face as features unique to each individual while sacrificing color recognition. Anatomical features of faces useful for identification can be measured at a distance using passive IR sensor technology with or without the cooperation of the subject. In addition to the currently available techniques for extracting features that depend only on external shape and surface reflectance, the thermal IR image offers new features that “uncover” thermal characteristics of the face. One advantage of using thermal IR imaging over visible spectrum sensors arises from the fact that the light in the thermal IR range is emitted rather than reflected. Thermal emission from skin is an intrinsic property, independent of illumination. Therefore the face images captured using thermal IR sensors will be nearly invariant to changes in ambient illumination. IR energy can be viewed in any light condition and is less subject to scattering and absorption by smoke or dust than the visible light. The within-class variability is also significantly lower than that observed in visible imagery. 

Visual identification of individuals with disguises or makeup is almost impossible without prior knowledge as facial appearance of a person changes substantially through simplistic disguise. Thermal face recognition is especially useful when the subject is wearing a disguise under all lighting conditions including total darkness. Two types of disguise methods for altering the facial characteristics are the use of artificial materials and surgical alterations. Artificial materials may include fake nose, makeup, and wig. Surgical alterations modify facial appearance through plastic surgery. Disguise can be easily detected using IR spectrum since various artificial materials used in a disguise reduce the thermal signatures of the face. The truly unique advantage of thermal IR is its ability to uncover facial disguises through surgical alterations. Plastic surgery may add or subtract skin tissue, redistribute fat, add silicon, and create or remove scars. Surgical inclusions cause alteration of blood vessel flow, which appear as distinct cold spots in the thermal imagery. 

Face recognition from 3D range image data [22] is another topic being actively studied by researchers. The objective is to devise a robust face detection system invariant of variations in face pose. As a face is inherently a 3D object, a good solution would be to use information about 3D structure of a face. A range image contains the depth structure of the object. Range images can represent 3D shape explicitly and can compensate for the lack of depth information in a 2D image. Moreover, 3D shape is invariant under the change of color or reflectance properties due to changes in the ambient lighting. In 3D domain, the researchers have also handled the 3D face recognition problem using differential geometry tools of computing curvatures. However, the computation of curvature is neither accurate nor reliable. The variety of gray-level information provided by different persons gives more detailed information for interpreting facial images, albeit its dependence on color and reflectance properties. Therefore, integrating 2D and 3D sensory information will be a key factor for achieving a significant improvement in performance over systems that rely solely on a single type of sensory data. 
5. FUSION OF IMAGING MODALITIES FOR FACE RECOGNITION 
Fusion of information from multiple sensors including visual, thermal, and 3D scanners can overcome the limitation of current face recognition techniques [23]. Three face recognition algorithms were tested to both visible and IR images. Though visible and IR face recognition perform similarly across algorithms, the fusion of IR and visible imagery is a viable means of enhancing performance. Correlation between thermal and visual facial imagery broadened the security market to include uses where no reference database of thermal images exists. Fusing IR and visible imagery by linear pooling of the similarity scores from the individual modalities improved performance. 

6. CONCLUSION 
Machine recognition of human face is an active research field due to wide variety of commercial and law enforcement applications including access control, security monitoring, and video surveillance. This report discusses the various aspects of automated face recognition techniques and provides a brief overview of major efforts and advances in the field. Although visual face recognition systems have demonstrated high performance under consistent lighting conditions, such as frontal mug shot images, thermal IR face recognition techniques are useful for identifying faces under uncontrolled illumination conditions or for detecting disguises. Face recognition performance can be further enhanced by the fusion of visual information obtained from reflectance intensity images and anatomical information obtained from thermal IR images thereby making available information that cannot be obtained by processing visual images alone or thermal images alone. 
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Figure 1: Computation of the eigenfaces from a set of face images. (a) Sample training set; (b) eigenfaces
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