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Abstract
Data mining & Warehousing involves the use of sophisticated data analysis tools to discover previously unknown, valid patterns and relationships in large data sets. These tools can include statistical models, mathematical algorithms, and machine learning methods. Consequently, data mining & Warehousing consists of more than collecting and managing data, it also includes analysis and prediction.
                                                                                                              --- Jeffrey W. Seifert
We are in an age often referred to as the information age. In this information age, because we believe that information leads to power and success, and thanks to sophisticated technologies such as computers, satellites, etc., we have been collecting tremendous amounts of information. Initially, with the advent of computers and means for mass digital storage, we started collecting and storing all sorts of data, counting on the power of computers to help sort through this amalgam of information. Unfortunately, these massive collections of data stored on disparate structures very rapidly became overwhelming. This initial chaos has led to the creation of structured databases and database management systems (DBMS). The efficient database management systems have been very important assets for management of a large corpus of data and especially for effective and efficient retrieval of particular information from a large collection whenever needed. The proliferation of database management systems has also contributed to recent massive gathering of all sorts of information. Today, we have far more information than we can handle: from business transactions and scientific data, to satellite pictures, text reports and military intelligence. Information retrieval is simply not

enough anymore for decision-making. Confronted with huge collections of data, we have

now created new needs to help us make better managerial choices. These needs are automatic summarization of data, extraction of the “essence” of information stored, and the discovery of patterns in raw data.

Introduction 
In the last years, data mining and Data warehousing has become very popular in organizations. The size of the data warehouse market was expected to be at least USD 15 billion at the end of 2007, and more than 1200 vendors provide various kinds of hardware, software, and services for data warehousing. The research community noticed this trend as well and determined data mining and data warehousing as one of the “hot topics”.
Data mining is emerging as one of the key features of many homeland security initiatives. Often used as a means for detecting fraud, assessing risk, and product retailing, data mining involves the use of data analysis tools to discover previously unknown, valid patterns and relationships in large data sets. In the context of homeland security, data mining is often viewed as a potential means to identify terrorist activities, such as money transfers and communications, and to identify and track individual terrorists themselves, such as through travel and immigration records.

Data warehousing technology comprises a set of new concepts and tools which support the knowledge worker (executive, manager, analyst) with information material for decision making. The fundamental reason for building a data warehouse is to improve the quality of information in the organization. The key issue is the provision of access to a company-wide view of data whenever it resides. Data coming from internal and external sources, existing in a variety of forms from traditional structural data to unstructured data like text files or multimedia is cleaned and integrated into a single repository. A data warehouse (DWH) is the consistent store of this data which is made available to end users in a way they can understand and use in a business context.
Data mining and Data Warehousing is becoming increasingly common in both the private and public sectors. Industries such as banking, insurance, medicine, and retailing commonly use data mining to reduce costs, enhance research, and increase sales. In the public sector, data mining and warehousing applications initially were used as a means to detect fraud and waste, but have grown to also be used for purposes such as measuring and improving program performance. However, some of the homeland security data mining applications represent a significant expansion in the quantity and scope of data to be analyzed.
Data Warehousing - Providing Data Access to the Enterprise
Recently, a set of significant new concepts and tools have evolved into a new technology that makes it possible to attack the problem of providing all the key people in the enterprise with access to whatever level of information needed for the enterprise to survive and prosper in an increasingly competitive world.
The term that has come to characterize this new technology is "data warehousing." Data Warehousing has grown out of the repeated attempts on the part of various researchers and organizations to provide their organizations flexible, effective and efficient means of getting at the sets of data that have come to represent one of the organization's most critical and valuable assets.

Data Warehousing is a field that has grown out of the integration of a number of different technologies and experiences over the last two decades. These experiences have allowed the IT industry to identify the key problems that have to be solved.

Data warehouse systems
A data warehouse system (DWS) comprises the data warehouse and all components used for building, accessing and maintaining the DWH. The centre of a data warehouse system is the data warehouse itself. The data import and preparation component is responsible for data acquisition. It includes all programs, applications and legacy systems interfaces that are responsible for extracting data from operational sources, preparing and loading it into the warehouse. The access component includes all different applications (OLAP or data mining applications) that make use of the information stored in the warehouse.
Additionally, a metadata management component (not shown in Figure 1) is responsible for the management, definition and access of all different types of metadata. In general, metadata is defined as “data about data” or “data describing the meaning of data”. In data warehousing, there are various types of metadata, e.g., information about the operational sources, the structure and semantics of the DWH data, the tasks performed during the construction, the maintenance and access of a DWH, etc.
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   Figure: Data warehouse system architecture 
(Adapted from: Data Warehousing: Concepts and Mechanisms by Stella Gatziu and Athanasios Vavouras) 
Evolving a Data Warehouse Architecture
The Data Warehouse Architecture is simply a framework for understanding data warehousing and how the components of data warehousing fit together. Only the most sophisticated organizations will be able to put together such architecture the first time out. What the Data Warehouse Architecture provides then is a kind of roadmap that can be used to design toward. Coupled with an understanding of the options at hand, the Data Warehouse Architecture provides a useful way of determining if the organization is moving toward a reasonable data warehousing framework.

Designing Data Warehouses
Designing data warehouses is very different from designing traditional operational systems. For one thing, data warehouse users typically don't know nearly as much about their wants and needs as operational users. Second, designing a data warehouse often involves thinking in terms of much broader, and more difficult to define, business concepts than does designing an operational system. In this respect, data warehousing is quite close to Business Process Reengineering (BPR). Finally, the ideal design strategy for a data warehouse is often outside-in as opposed to top-down.

But while data warehouse design is different from what we have been used to, it is no less important. The fact that end-users have difficulty defining what they need as a bare minimum is no less necessary. In practice, data warehouse designers find that they have to use every trick in the book to help their users "visualize" their requirements. In this respect, robust working prototypes are essential.
Managing Data Warehouses
Data Warehouses are not magic-they take a great deal of very hard work. In many cases data warehouse projects are viewed as a stopgap measure to get users off our backs or to provide something for nothing. But data warehouses require careful management and marketing. A data warehouse is a good investment only if end-users actually can get at vital information faster and cheaper than they can using current technology. As a consequence, management has to think seriously about how they want their warehouses to perform and how they are going to get the word out to the end-user community. And management has to recognize that the maintenance of the data warehouse structure is as critical as the maintenance of any other mission-critical application. In fact, experience has shown that data warehouses quickly become one of the most used systems in any organization.

Management, especially IT management, must also understand that if they embark on a data warehousing program, they are going to create new demands upon their operational systems: demands for better data, demands for consistent data, and demands for different kinds of data.
What are Data Mining and Knowledge Discovery?
With the enormous amount of data stored in files, databases, and other repositories, it is increasingly important, if not necessary, to develop powerful means for analysis and perhaps interpretation of such data and for the extraction of interesting knowledge that could help in decision-making.

Data Mining, also popularly known as Knowledge Discovery in Databases (KDD), refers to the nontrivial extraction of implicit, previously unknown and potentially useful information from data in databases. While data mining and knowledge discovery in databases (or KDD) are frequently treated as synonyms, data mining is actually part of the knowledge discovery process. The following figure shows data mining as a step in an iterative knowledge discovery process.
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         Figure: Data Mining is the core of Knowledge Discovery process

The Knowledge Discovery in Databases process comprises of a few steps leading from raw data collections to some form of new knowledge. The iterative process consists of the following steps:
· Data cleaning: also known as data cleansing, it is a phase in which noise data and irrelevant data are removed from the collection.

· Data integration: at this stage, multiple data sources, often heterogeneous, may be combined in a common source.

· Data selection: at this step, the data relevant to the analysis is decided on and retrieved from the data collection.

· Data transformation: also known as data consolidation, it is a phase in which the selected data is transformed into forms appropriate for the mining procedure.

· Data mining: it is the crucial step in which clever techniques are applied to extract patterns potentially useful.

· Pattern evaluation: in this step, strictly interesting patterns representing knowledge are identified based on given measures.  

· Knowledge representation: is the final phase in which the discovered knowledge is visually represented to the user. This essential step uses visualization techniques to help users understand and interpret the data mining results.       

It is common to combine some of these steps together. For instance, data cleaning and data integration can be performed together as a pre-processing phase to generate a data warehouse. Data selection and data transformation can also be combined where the consolidation of the data is the result of the selection, or, as for the case of data warehouses, the selection is done on transformed data.

Popular Data Mining Tools And Their Comparison
	Product
	Company
	Version Tested
	Market Experience

	Clementine
	Integrated Solution, Ltd.
	4
	Moderate

	Darwin
	Thinking Machines, Corp.
	3.0.1
	Moderate

	DataCruncher
	DataMined
	2.1.1
	High

	Enterprise Miner
	SAS Institute
	Beta
	Moderate

	Gain Smart
	Urban Science
	4.0.3
	Low

	Intelligent Miner
	IBM
	2
	Low

	MineSet
	Silicon Graphycs, Inc.
	2.5
	Low

	Model1
	Group l/Unica Tech.
	3.1
	Moderate

	ModelQuest
	Ab Tech Corp.
	1
	Moderate

	PRW
	Unica Tech, Inc.
	2.1
	High

	CART
	Salford Systems
	3.5
	Moderate

	NeuroShell
	Ward Systems Group, Inc.
	3
	Moderate

	OLPARS
	PAR Govt. Systems
	8.1
	High

	Scenario
	Cognos
	2
	Moderate

	See5
	RuleQuest Research
	1.0
	Moderate

	S-Plus
	Math Soft
	4
	High

	WizWhy
	WizSoft
	1.1
	Moderate


 Table: Data Mining Tools and their Specification 
(Adapted from: A Comparison of Leading Data Mining Tools by John F. Elder IV & Dean W. Abbott 

Elder Research, 1998)
A Comparison of Leading Data Mining Tools

                            Platforms------->
	
	PC Standalone
	Unix Standalone
	Unix Server
	NT Server
	Database Connectivity

	Clementine
	B
	A
	D
	D
	B

	Darwin
	D
	D
	B
	D
	B

	DataCruncher
	B
	D
	B
	D
	B

	Enterprise Miner
	B
	D
	A
	B
	B

	Gain Smart
	B
	B
	D
	D
	B

	Intelligent Miner
	D
	D
	B
	D
	B

	MineSet
	D
	B
	D
	D
	B

	Model1
	B
	D
	B
	B
	B

	ModelQuest
	B
	B
	D
	D
	B

	PRW
	B
	D
	D
	D
	B

	CART
	B
	A
	D
	D
	D

	NeuroShell
	B
	D
	D
	D
	B

	OLPARS
	B
	D
	D
	D
	D

	Scenario
	B
	B
	D
	D
	D

	See5
	B
	A
	D
	D
	D

	S-Plus
	B
	D
	D
	D
	C

	WizWhy
	B
	D
	D
	D
	D


(Adapted from: A Comparison of Leading Data Mining Tools by John F. Elder IV & Dean W. Abbott 

Elder Research, 1998)
Keys
A                    Excellent Capability
B                    Good Capability
C                    Some Capability
D                    No Capability
Tool Groupings

Desktop                                     High End                                  
1. PC (Standalone)                    1. Multiple Platform, Client-Server 
2. Flat Files                               2. Flat Files or Direct Database Access
3. One or Two Algorithm         3. Multiple Algorithm Type
4. Data Fits into RAM              4. Large Database 
Conclusion                                                                                                   
Data Mining and Warehousing is not a new phenomenon. All large organizations already have data warehouses mining technologies, but they are just not managing them. Over the next few years, the growth of data warehousing is going to be enormous with new products and technologies coming out frequently, and this huge data base will create many obstacle to efficient Knowledge Base Discovery. In order to get the most out of this period, it is going to be important that data warehouse planners, developers and tool inventor have a clear idea of what they are looking for and then choose strategies and methods that will provide them with performance today and flexibility for tomorrow.
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